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Introduction 
 
The purpose of this document is to summarize and explain the network architecture of Planeshift, 
both on the client and the server. 
 

Structure 
 
In this document, we will first go over how the server sends and receives messages, and how it 
routes messages to the appropriate class for processing.  Secondly, we will cover the same thing for 
the client, although much of the code is shared.  Thirdly, we will cover the details of the 
SEND/ACK/RESEND/LINKDEAD logic contained within NetThread. 
 
It is hoped that with these three sections and by inspecting the source code, anyone with familiarity 
with networking and sockets, multithreading and general C++ will be able to follow, understand 
and add onto the infrastructure. 
 
 



 
 
 
 

Server Architecture 
 
The server must accept new connections, maintain a list of current connections and be able to use 
any of those connections at any time.  While the messaging is quite simple at the moment, with only 
chatting and authentication working, we anticipate that perhaps dozens of different message types 
will be necessary to cover the full functionality of the game. 
 
Therefore, we have tried to write this in such a way to make it very easy for someone to add a new 
msg type class without modifying, touching or even understanding the base networking classes.  
This allows us to take advantage of C++’s strengths and divide the complexity up into very small, 
encapsulated chunks. 
 
The following is a diagram summarizing the flow of information from an incoming packet from the 
Internet through message processing and back out to the Internet with the response.  Each major 
step will be explained at a conceptual level following the diagram. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
1. A packet is received from the Internet by NetBase::RecvFrom.  Right now, it is assumed that all 

messages are essentially one packet.  Later, we may build logic that can break down and 
reassemble longer packets, but that is not implemented at this time. 

2. That packet consists of a header and one or more psMessages.  This diagram shows that 
multiple psMessages might be sent as one packet to a certain destination, but right now each 
packet contains only one psMessage.  Multiple message merging will be handled when we are 
in more of an optimization stage instead of just building the game from scratch. 

3. NetThread is the main worker class of the PS networking library, while NetBase is a UDP 
sockets encapsulation class and has no game knowledge at all.  NetThread takes the broken 



 
 
 
 

down packets which are now messages, creates MsgEntry objects for each one, and adds them 
to the Inbound Queues.  NetThread supports multiple inbound queues all getting the same 
message, but the iSubscriber interface more or less accomplishes the same thing and currently 
the queue serviced by MsgHandler is the only one in the system.  Also, since the diagram shows 
that both worker threads access the message queue, thread synchronization is a very important 
component of the queue object. 

4. MsgHandler is looping in its own thread, polling and consuming MsgEntries from the Inbound 
Queue as items appear there.  It simply takes each message and publishes it, which is calling the 
Interpret() function of every object which has subscribed in advance to that type of message.  
(Mostly, it will be a class per message type, but there is no requirement for that.) 

5. Any class wishing to handle a new message type must subclass iSubscriber and implement its 
function, which is Interpret(MsgEntry *me).  The Interpret function is where all the work to 
process or handle that message should occur.  Any iSubscriber class should take a pointer to the 
MsgHandler in its constructor and call msghandler->Subscribe(type) from there to start 
receiving messages.  Any other objects needed by the subscriber during processing must be set 
before Interpret is called as well.  In practice, most are passed into the constructor as well.  On 
the server, almost all messages received will result in one or more messages being sent back to 
the client as responses.  The subscriber can create those messages as needed and send them out 
through the MsgHandler. 

6. The MsgHandler simply takes MsgEntries destined to go out and adds them to the Outbound 
Queue, so that NetThread will pick them up and send them as soon as possible.  Again, the 
same queue object is used, so thread synchronization is all handled internally. 

7. NetThread as currently implemented sends all messages waiting in the queue each time it polls 
the queue and finds something.  In the future, we can implement bandwidth management to cap 
how much bandwidth the server is consuming for each client. 

8. The ClientConnectionSet is a binary tree of connection objects accessible by IP address or 
player name.  It maintains information about timestamp of last contact, message numbering and 
sequencing and other information important to the NetThread to manage all the clients. 

9. Finally, when the net packet is assembled (only one msg per packet at the moment, but 
anticipated to be more), the NetBase UDP code is used to send that packet to the right 
connection. 

 
Note that of all those steps, creation of a new subscriber is the only step required to add a new 
message type to the system.  No other networking classes know or care about the types of messages 
or their content.  They are simply passing around pointers to memory blocks. 
 
Also, performance might be a concern with all these handoffs between objects, but in fact 
everything uses the same pointers to the same memory blocks.  The only copying of objects 
happens in assembly and disassembly of the network packets, because of the (future) requirement to 
pack more messages into a packet.  With all the pointers around, memory leaks are a concern but 
the requirement is pretty simple actually.  MsgHandler is responsible for freeing all inbound 
messages after publishing them, because no other class knows when publishing is completed.  And 
NetThread is responsible for freeing all outbound messages and packets after they are sent.  Since 
neither of these two classes must be changed to add new messages, new messages’ memory 
management is in effect handled automatically. 



 
 
 
 

Client-side Network Architecture 
 
The client network architecture is specifically designed to be very similar to the server architecture.  
The main differences are that the client does not have to maintain connections to multiple servers 
concurrently, but instead has only one connection to worry about and that the client does not use a 
separate thread for MsgHandler, but handles messages in between rendering frames of the game in 
the graphics engine. 
 
Therefore a different class from NetThread is used to handle the network polling thread—
psConnection—and to handle inbound message publishing.  Clients basically have the same 
functionality though. 
 
Note:  We did debate, and in fact implemented, the client also using the NetThread and 
ClientConnectionSet object with the simple restriction of having only one Connection in the 
set.  However, it was decided that making a separate class known to have one and only one 
Connection was a better solution. 
 
Here is the diagram illustrating the client network architecture: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Classes which are different are highlighted above. 
 
1. psConnection is the equivalent to NetThread.  It sits in its own polling loop checking the 

Internet for new inbound packets and checking the outbound queue for packets to send out.  All 



 
 
 
 

packets come from the same remote location and are sent to the same remote location, i.e. the 
PS server. 

2. The CS Event Loop is worth mentioning here.  The Crystal Space rendering engine implements 
the main event loop for the application and publishes different types of events to iEventHandler 
classes in much the same way as PS does with iSubscribers and network messages.  This event 
loop is the main workhorse thread of the game and handles both the graphics processing and the 
network messages.  Splitting network processing into its own thread seems at first glance like it 
would be faster or easier to implement, but in fact the heavy level of object sharing between the 
network thread and the graphics thread would put too much emphasis on thread synchronization 
and the whole system would get slower.  This is why the event loop is used. 

3. The psClientMsgHandler subclasses the MsgHandler class used by the server and overrides the 
threading functions so they cannot be used.  Instead, psClientMsgHandler also implements the 
iEventHandler interface defined by CS and subscribes to Idle and Broadcast events, so that the 
network is polled when the game is idle (which happens more than you might think at the 
millisecond level).  When its HandleEvent() function is called, the psClientMsgHandler wakes 
up, checks the inbound queue for messages and publishes them to any iSubscribers interested in 
those messages. 

 
Otherwise, this code is identical and shared between client and server. 



 
 
 
 

Network Reliability Architecture 
 
UDP is one of the two primary protocols of the Internet along with TCP.  TCP is a connection-
oriented protocol whose main advantages are guaranteed delivery of every packet and in-order 
delivery of every packet.  This means that applications which need absolutely every packet to be 
delivered in the right order do not have to implement this reliability layer themselves.  TCP is a 
very popular protocol because in fact, most Internet applications DO need every single packet and 
DO want them in the “correct” order. 
 
However, for most games including PS, speed is more important than reliability for many of the 
packets sent between machines.  For example, updating the positions of other players is highly time 
dependent and by the time you detect that a packet with that update information in it needs to be 
resent, the players have all moved again and a new one needs to be sent overriding the first. 
 
In a TCP scenario, the TCP stack would correctly detect that the first update packet needed to be 
resent in a few milliseconds and keep resending it till it went through.  The server would update the 
player positions and send out the second packet with newer positions, but the client wouldn’t be 
able to GET the second packet until the first was successfully received, even though it is 
immediately obsolete! 
 
In other words, the guaranteed delivery is nice but the lack of ability to discard packets and the 
guarantee of getting the packets in the right order means that the connection is only as fast as its 
SLOWEST link. 
 
To avoid this, people use UDP in games.  UDP is a “send it out and pray” protocol.  There is no 
guarantee of delivery, no guarantee of ordering, no automatic resending.  Just prayer. :-) 
 
Current estimates of UDP packet loss range from 20% to 2%, but it depends entirely on the state of 
the Internet at the millisecond you send the message and cannot be predicted.  However, even 2% 
loss of some data is unacceptable.  If you hit “Attack” in the game, you want your character to 
attack on the first try.  If you type a chat message to someone, you expect them to get it. 
 
This is why PS, along with many other online games, uses UDP but implements its own reliability 
layer to achieve a sort of TCP-Lite which can be highly tuned to the requirements of the game.  
Here are the high-level requirements and goals of the Network Reliability Architecture (NRA): 
 
1. Certain messages are quickly overridden by other messages and should not be resent or 

guaranteed, while others are very important to be received 100% of the time.  Therefore each 
message should have a priority setting indicating to the NRA whether to discard the message or 
guarantee it.  If messages are flagged to be discarded when sent, the NRA does not come into 
play, so all requirements subsequent to this one apply ONLY to high priority messages. 

2. When a high priority message is received, the only way for the sender to know this is for the 
client to send back an acknowledgement message.  This implies that each message must be 
numbered so that messages and their acknowledgements can be paired up by the sender. 

3. Message acknowledgements should be sent back immediately by the receiver whenever a high 
priority message is received. 

4. If the sender does not receive an acknowledgement back in a specified amount of time, he 
should resend the same message and await acknowledgement again.  Note: If the sender does 
not receive the ACK message, it could be because the client never received his message or 



 
 
 
 

because the ACK message was correctly sent but never received by the sender.  Remember that 
ACK messages themselves are UDP packets and are not guaranteed to be delivered either. 

5. If the client receives a message duplicating a prior message, it should detect that and assume the 
message was resent by the sender because his ACK was never received.  He should ACK the 
message again but then discard it because it was processed the first time it was received. 

6. The sender should keep retrying to send messages indefinitely as long as the connection with 
the destination is active.  However, the sender should monitor the length of time which has 
passed since ANY message was received from that destination and terminate the connection if a 
certain timeout value (like 30 seconds) has been exceeded.  This is called “Going LinkDead” in 
some games.  Because the client and server are both using the same NRA and should be in 
constant communication, they should both detect the LinkDead condition within a few msec of 
each other. 

 
The following is a diagram depicting the architecture which implements these requirements: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
We will discuss the lower part of this diagram (Thread 2) first.  Also, note that this functionality is 
implemented in NetThread and NetBase, so “Thread 2” in this diagram is depicted as “Thread 1” in 
the prior diagrams. 
 
1. First, if the network detects an outbound message queued for sending, either NetThread or 

psConnection will pull the message from the queue and send it. 
2. Then the NetThread or psConnection inspects the priority of the message.  If the message is low 

priority, the memory block is freed and the task is complete.  If the message is high priority, the 
message is timestamped and added to the “Awaiting Ack” queue for that connection. 

3. In order to optimize Msg/ACK matching as much as possible, a separate Awaiting Ack queue is 
implemented for each connection.  It is easy to imagine 200 connections concurrently in the 



 
 
 
 

server, each with 4 or 5 messages awaiting Ack, and we don’t want to be searching through 
1000 elements just to match an ACK. 

4. Now, a few milliseconds later, NetThread or psConnection receives an inbound packet from the 
Internet.  The ACK Handler class implements iSubscriber just like any other message format 
and has subscribed to the “ACK” type, so its Interpret() function gets called for every ACK 
message.  The ACK Handler Interpret function matches the ACK message to the message 
awaiting ACK in the queue for the connection the message came from.  If there is no match, 
then two overlapping resends are assumed and the ACK is discarded.  If there is a match, the 
message is confirmed as delivered and is removed from Awaiting Ack and freed. 

5. Handling of inbound low priority packets should also be mentioned.  Each connection object 
will maintain a table of message sequence numbers indicating the sequence number last 
received of each low priority message type.  This last sequence number will be checked against 
the sequence number of the inbound packet.  If the new number is higher than the old number, 
the last received sequence number will be updated to this new number and the message will be 
published normally.  If the new number is lower than the old number, then this represents out of 
order delivery of low priority messages and the new message will be freed without any 
publishing or processing. 

 
Now to the upper part of the diagram, where resending and linkdead conditions are handled: 
 
1. A timer object is used to trigger a scan of all the Awaiting Ack queues.  (Right now, it is 

unknown how the timer will be implemented.  Probably it will be its own thread on the server 
and a Crystal Space Event timer in the client. 

2. The scan goes through all connections and in each one checks the timestamp of the first 
message in the queue, since it is guaranteed to be the oldest.  If that message is too old (500 
msec or so probably), the message is shifted again out of the Awaiting Ack queue and back into 
the Outbound Message queue, where it will be picked up and sent again by the normal process.  
(Of course, when it is sent, its priority will be checked and it will be added right back to the 
Awaiting Ack queue again, only with a new timestamp.) 

3. At the same time, the scan will also check the timestamp of the last packet received from that 
connection.  If the timestamp is more than a certain timeout value (for example, 30 seconds), 
the connection will be terminated and the player in the game represented by that connection will 
be marked as LinkDead so that other players will know and so NPC’s and attacks can be 
handled differently by the game. 

 
Note that object classes receiving messages and sending messages do not have to worry about 
implementing any of this NRA.  They can safely assume that the priority flag has been handled 
appropriately (or will be) and simply send whatever messages they wish. 
 
Subscriber classes implementing the processing for low priority messages can safely assume that 
the message they are processing is the most recent one, although one or more messages before that 
might have been skipped. 



 
 
 
 

Conclusion 
 
Hopefully this document will help explain a very complex and mystifying architecture.  Many 
people are puzzled and frustrated by the need for such a complicated handling structure, especially 
when protocols designed for reliable transport like TCP exist.  Hopefully this will eliminate the 
Achilles’ heels of TCP while not increasing the complexity of the core processing within the game 
and keep the learning curve of PS programmers as short as possible. 
 


